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� Warning: These notes may contain factual and/or typographic errors. Some por-
tions of lecture may have been omitted.

23.1 Overview

In this lecture we will cover

1. Dual (proximal) gradient method,

2. Some examples illustrating the methods.

23.2 Dual methods

Consider a problem of the form

minimize f(x)
subject to Ax− b ∈ K. (23.1)

Here f is a convex (potentially non-smooth) function and K is a convex cone. In such a
form, the feasible set is the pre-image of the intersection of a affine hyperplane with a convex
cone. In particular, even if K is easy to project on, the projection to the feasible set is far
from obvious.

We consider the dual problem, which is

maximize g(λ) ≡ 〈b, λ〉 − f ∗(ATλ)
subject to λ ∈ K∗. (23.2)

The dual problem has the following advantages

1. The constraints are simple.

2. The objective is differentiable, if f is strongly convex.

3. Often, certain steps in the dual optimization decompose into smaller sub-problems.
We will see an example of this in later sections.

The obvious way to solve the dual is via a (sub)-gradient method:

∇g(λ) = b− A∇f ∗(ATλ)

∇f ∗(ATλ) = argmin
x
{f(x)− 〈λ,Ax〉} .
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The iteration proceeds by updating the dual variable λ as follows:

x = argmin
z
{f(z)− 〈λ,Az〉}

λ+ = ΠK∗ (λ+ t(b− Ax)) .

This iteration is sometimes called Usawa’s method. Of course, it is of interest only if x can
be computed efficiently and K can be projected onto efficiently. Some points to note on the
(sub)gradient method:

1. It requires a differentiable conjugate f ∗.

2. Often, f ∗ need not even be smooth. For instance if f(x) = ‖x‖ for some norm ‖·‖,
f ∗(x) = I‖·‖∗ (x) is the indicator function on the dual norm ball of unit size.

3. This can be overcome by adding a strongly convex term to f .

23.3 Examples

23.3.1 Weighted `1 norms

Consider the following problem

minimize f(x) + ‖Wx‖1. (23.3)

Here we assume that f is strongly convex with parameter µ. At first sight one would be
tempted to apply the proximal gradient method. However, the proximal operator of the
non-smooth function h(x) = ‖Wx‖1 is only easy to evaluate for specific cases (for instance
W is identity, or an orthogonal matrix). For general W , the proximal mapping is just as
difficult to evaluate as the original Problem (23.3).

We add another variable y = Wx and reformulate the problem as

minimize f(x) + ‖y‖1
subject to y = Wx.

(23.4)

This is clearly equivalent to the original problem. The decision variables are x, y but now
the function is no longer strongly convex in the decision variables x, y. The Lagrangian and
corresponding dual function are given by

L(x, y;λ) = f(x) + ‖y‖1 + 〈λ, y −Wx〉,
g(λ) = −f ∗(WTλ)− I∞ (λ) .

Here, I∞ (λ) is the indicator function of the `∞ norm ball of size 1. The dual problem is then
given by

maximize f ∗(WTλ)
subject to ‖λ‖∞ ≤ 1.
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Since f is strongly convex with parameter µ, f ∗ has a µ−1-Lipschitz gradient. The proximal
gradient algorithm proceeds by the iterative update

x+ = argmin
z

{
f(z)− 〈λ,WTz〉

}
λ+ = Π[−1,1]n(λ− tWx+).

The projection step here is particularly simple since it decouples into n scalar problems.
Indeed:

Π[−1,1]n(x) = sign(x) ·min(|x|, 1).

This method can also be accelerated (see previous lecture).

23.3.2 Support vector machines

In Support Vector Machines (SVMs) we are asked to solve

min
β

∑
i

(1− yi〈xi, β〉)+ +
λ

2
‖β‖2. (23.5)

Here β is the decision variable and the norm is the standard `2 norm. As before we reformu-
late this by adding the variable z = diag(y)Xβ. Also let W ≡ diag(y)X. The Lagrangian
then becomes

L(β, z;µ) =
λ

2
‖β‖2 +

∑
i

(1− zi)+ − 〈µ, z −Wβ〉.

To lighten notation, we will use h(x) = (1− x)+. The dual problem may now be written as

maximize − 1

2λ
‖WTµ‖2 −

∑
i

h∗(µi), (23.6)

with a proximal gradient update

µ+
i = proxth∗ (µi − νi)

where

ν =
1

λ
WWTµ.

Note that if µ∗ solves the dual, β∗ ≡ − 1
λ
WTµ∗ solves the primal, so we also obtain a solution

to the primal problem via the dual proximal algorithm.
We now evaluate explicitly the proximal operator above. Firstly:

[(·)+]∗(x) = I[0,1] (x) ,

whence

[(1− ·)+]∗ = x− I[0,1] (−x) =

{
x if 1− ≤ x ≤ 0

∞ otherwise.
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Consequently,

proxth∗(x) = min
−1≤y≤0

{
ty +

1

2
(y − x)2

}

=


0 if x− t ≥ 0

x− t if − 1 ≤ x− t ≤ 0

−1 otherwise.

With ν = λ−1WWTµ, the update equations now become

µ+
i =


0 µi − t(νi + 1) ≥ 0

µi − t(νi + 1) −1 ≤ µi − t(νi + 1) ≤ 0

−1 if µi − t(νi + 1) ≤ −1

For an illustration of the proximal operator here, see Figure 23.1.

x

proxh∗(x)

Figure 23.1: The plot of the function proxh∗(x) versus x between −2 and 2.
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