
MATH 301: Advanced Topics in Convex Optimization Winter 2015

Lecture 24 — March 4

Lecturer: Emmanuel Candes Scribe: Victor Minden

� Warning: These notes may contain factual and/or typographic errors. Some por-
tions of lecture may have been omitted.

24.1 Overview

In this lecture we will discuss

1. the augmented Lagrangian method (ALM), and,

2. dual decompositions.

24.2 The augmented Lagrangian method

24.2.1 Review

We begin with a quick review. Consider the primal convex optimization problem

minimize f(x)
subject to Ax− b ∈ K, (24.1)

as well as its dual,
maximize g(λ)
subject to λ ∈ K∗, (24.2)

where g is of course given in terms of the conjugate of f via g(λ) ≡ bTλ− f ∗(ATλ).
Suppose that we would like to solve this problem by using a first-order method on (24.2)

such as gradient ascent. In general, the dual objective g will not be differentiable (i.e., the pri-
mal objective f may not be strongly convex), so we will instead consider the Moreau-Yosida
approximation (or Moreau-Yosida regularization, or Moreau envelope) of g with parameter
µ > 0,

gµ(λ) ≡ sup
z∈K∗

{
g(z)− 1

2µ
‖λ− z‖22

}
. (24.3)

Note that this looks slightly different from the Moreau-Yosida approximation we have seen in
previous lectures simply because we are considering the regularization of a concave function
and not a convex one, but it is not hard to insert all the correct minus signs to see that this
is equivalent to our previous definition for convex functions.

As we have seen in the lecture from last Friday, maximizing gµ is equivalent to maximizing
g over K∗, independent of the choice of µ. Therefore, given a choice of proximal parameter
µ, we can solve (24.2) via the proximal mapping algorithm (Algorithm 1).
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Algorithm 1 Proximal mapping algorithm (PMA)

λ0 ← λ̃ //initialize

for k = 0, 1, . . . do

λk+1 ← arg maxz∈K∗

{
g(z)− 1

2µ
‖z − λk‖22

}
end for

In our previous few lectures, we have seen that the fixed-point iteration of the PMA can
also be interpreted as gradient ascent on the Moreau envelope gµ with step size µ, i.e., we
could also write the update step as

λ+ = λ+ µ∇gµ(λ),

where λ+ is the next dual iterate.

24.2.2 Representation of Moreau envelope via duality

Given the definition of the Moreau envelop in (24.3), we can construct an alternative repre-
sentation by exploiting duality. Introducing the auxiliary variable u = z − λ, we rewrite gµ
in the equivalent form

gµ(λ) = sup

{
g(z)− 1

2µ
‖u‖22

}
s.t. z ∈ K∗, u = z − λ. (24.4)

This representation gives the function value gµ(λ) as the solution d∗ to an optimization
problem. Using strong duality, d∗ = p∗, which motivates us to investigate the corresponding
primal problem. Essentially forming the Lagrangian of the problem in (24.4) with Lagrange
multiplier y corresponding to the equality constraint u = z − λ, we see that

gµ(λ) = inf
y

sup
u, z∈K∗

{
g(z)− 1

2µ
‖u‖22 + yT (λ− z − u)

}
(24.5)

= inf
y

{
λTy + sup

z∈K∗

{
g(z)− yT z

}
+ sup

u

{
− 1

2µ
‖u‖22 − yTu

}}
, (24.6)

where it is at this point that we notice that we have done something clever: by introducing
the variable u, the optimization problem above has decoupled.

Here we recall that of course the conjugate of the squared `2 norm is the squared `2 norm,
and with some algebra obtain that

sup
u

{
− 1

2µ
‖u‖22 − yTu

}
=
µ

2
‖y‖22. (24.7)

To treat the supremum over z, we use the definition of g followed by strong duality to obtain

sup
z∈K∗

{
g(z)− yT z

}
= sup

z∈K∗

{
bT z − f ∗(AT z)− yT z

}
(24.8)

= sup
z∈K∗

{
(b− y)T z − f ∗(AT z)

}
(24.9)

= inf f(x) s.t. Ax− (b− y) ∈ K. (24.10)
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In other words, the optimization problem in z corresponds to a modified primal problem
where the equality constraints have a modified right-hand side.

We plug (24.7) and (24.10) into (24.6) to obtain

gµ(λ) = inf
{
f(x) + λTy +

µ

2
‖y‖22

}
s.t. Ax− (b− y) ∈ K (24.11)

= inf
x, s∈K

{
f(x) + λT (s− (Ax− b)) +

µ

2
‖s− (Ax− b)‖22

}
, (24.12)

where we have made the change of variables s = Ax− b+ y.
Given this representation of gµ, we obtain the gradient using a similar argument as in

the lecture on conjugates of strongly convex functions.

Lemma 1 (Gradient of Moreau envelope). The gradient of the Moreau envelope of g is given
by

gµ(λ) = ŝ− (Ax̂− b),

where

(x̂, ŝ) = arg min
x, s∈K

{
f(x) + λT (s− (Ax− b)) +

µ

2
‖s− (Ax− b)‖22

}
.

Proof. Starting from (24.12), we see that

gµ(λ) = inf
x, s∈K

{
f(x) + λT (s− (Ax− b)) +

µ

2
‖s− (Ax− b)‖22

}
= bTλ+ inf

u

{
h(u) + λTCu

}
,

where u = (x, s), Cu = s−Ax, and h(u) = f(x)+ µ
2
‖s− (Ax− b)‖22. Then, taking a gradient

of this with respect to u, we can use our results from the gradients of convex conjugates
coupled with the chain rule to obtain

∇gµ(λ) = b+ C∇h∗(CTλ)

= b+ (ŝ− Ax̂),

which completes the proof.

24.2.3 Augmented Lagrangian method and interpretation

With the results of Lemma 1, we can write the iteration for the augmented Lagrangian
method (ALM) as in Algorithm 2. We stress again that the solution to which the ALM
converges is independent of the choice of smoothing parameter µ.

We make a few observations about Algorithm 2:

• In the case where f(x) = ‖x‖1, each iteration of the ALM is a Lasso-like subproblem,
which gives a sense of the relative complexity of the iteration.
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Algorithm 2 Augmented Lagrangian method (ALM)

λ0 ← λ̃ //initialize

µ← µ̃ > 0
for k = 0, 1, . . . do

(x̂, ŝ)← arg minx, s∈K
{
f(x) + λTk (s− (Ax− b)) + µ

2
‖s− (Ax− b)‖22

}
λk+1 ← λk + µ(ŝ− (Ax̂− b))

end for

• The iteration scheme in the software package TFOCS (Templates for First-Order Conic
Solvers) is not quite the ALM described here. In particuar, in the case of the 1-
norm, TFOCS would employ a different scheme that uses a soft-thresholding-style
operation at each iteration rather than a Lasso-like subproblem, in the interest of
cheaper iterations.

To interpret the ALM, we consider again the original primal problem, (24.1). With the
introduction of the auxiliary variable s, we write (24.1) as

minimize f(x)
subject to s = Ax− b

s � 0.
(24.13)

After this simple change of variables, we proceed to add zero to our objective in a clever
way, obtaining

minimize f(x) + µ
2
‖s− (Ax− b)‖22

subject to s = Ax− b
s � 0,

(24.14)

where it is easy to verify that we have not changed the optimal value. Then, the ALM
is simply Usawa’s method with step-size µ applied to this last optimization problem, and
gets its name from the fact that the Lagrangian for (24.14) is given by “augmenting” the
Lagrangian for (24.13) with a quadratic term. Historically, the method has also been called
the “method of multipliers”, from which the ADMM (alternating direction method of mul-
tipliers) algorithm gets its name.

While perhaps obvious, it is worth noting that the ALM can be accelerated by a scheme
such as Nesterov’s.

24.3 Dual decompositions

Here we change gears slightly to discuss a common problem form that comes up in practice:
problems with separable objectives and linear coupling constraints. In particular, suppose
we are interested in solving a problem of the form

minimize f1(x1) + f2(x2)
subject to A1x1 + A2x2 − b ∈ K,

(24.15)

where f1 and f2 are strongly convex such that their conjugates have well-defined gradients.
Because of the constraints coupling x1 and x2, it is not immediately evident what a parallel
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algorithm for solving this optimization problem would look like, but the separability of the
objective does seem to hint at parallelization potential. In this section we discuss a method
for such parallelization.

24.3.1 The dual problem

With a simple computation, we find that the dual of (24.15) is

maximize g1(λ) + g2(λ) + bTλ
subject to λ ∈ K∗, (24.16)

where g1(λ) = −f ∗1 (AT1 λ) and g2(λ) = −f ∗2 (AT2 λ). By our assumptions on f1 and f2, g1 and
g2 have well-defined gradients given by

∇g1(λ) = −A1x̂1

∇g2(λ) = −A2x̂2,

where x̂i = arg minx
{
fi(x)− λTAix

}
.

24.3.2 Dual gradient method

Application of the dual projected gradient method with step-size t leads to the iteration
for solving (24.16) described in Algorithm 3, where PK∗ is the projection operator onto K∗.
Again, of course, this iteration can be modified to take into account Nesterov’s acceleration
scheme.

Algorithm 3 Dual projected gradient method with separable primal objective

λ0 ← λ̃ //initialize

t← t̃ > 0
for k = 0, 1, . . . do

x̂1 ← arg minx
{
f1(x)− λTA1x

}
x̂2 ← arg minx

{
f2(x)− λTA2x

}
λk+1 ← PK∗ (λk − t(A1x̂1 + A2x̂2 − b))

end for

This dual decomposition scheme generalizes trivially to an arbitrary number of collections
of variables with linear coupling constraints. Key to the method is the observation that each
subproblem in computing x̂i is entirely independent, which means that we can parallelize the
solution of these subproblems and then gather each independent solution for the update to
λ. This is entirely natural parallelization method that is highly effective if the subproblems
comprise the bulk of the computation workload and are well-balanced in terms of relative
cost.
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24.3.3 Example: minimization over intersection of convex sets

We give an example of a general class of problems that can be represented as a separable
objective with linear coupling constraints. Consider the problem of minimizing a strongly
convex function f over the intersection of a collection of convex sets {Ci}pi=1 where each Ci
is relatively ‘simple’ with an inexpensive projection operator, i.e.,

minimize f(x)
subject to x ∈ C1 ∩ C2 ∩ · · · ∩ Cp.

(24.17)

Example 1 (Covariance matrix fitting for stationary process). As a concrete example of a
problem of the form of (24.17), we define T to be the set of Toeplitz matrices and consider
the case where x = X ∈ S+

n ∩ T and f(X) = 1
2
‖M −X‖2. Here, M ∈ Sn is some symmetric

matrix to which we are trying to fit a positive semidefinite Toeplitz matrix.
Such a problem arises directly when we consider the task of using the empirically observed

covariance matrix of a stationary process to try to determine an estimate of the true under-
lying covariance matrix. Because the underlying process is stationary, the true covariance
matrix will be Toeplitz. However, due to randomness in the observations, the empirically-
observed covariance matrix M will not be, and thus finding the best approximate that takes
into account the known constraints will involve solving an optimization problem of the form

minimize 1
2
‖M −X‖2

subject to X ∈ S+
n ∩ T.

Note that each of S+
n and T is relatively simple to project onto (for the former, use an

eigendecomposition, for the latter, take averages across the diagonal) but it is not clear how
to project efficiently into their intersection.

We reformulate the optimization problem (24.17) by introducing a number of auxiliary
variables and using indicator functions, yielding

minimize f(x) + IC1(x1) + IC2(x2) + · · ·+ ICp(xp)
subject to x = x1, x = x2, . . . , x = xp.

(24.18)

Now we have an optimization problem with a separable objective to which we can apply our
dual gradient method. Taking the Lagrangian of (24.18), we obtain

L (x, {xi}pi=1, {λi}
p
i=1) = f(x) + IC1(x1) + · · ·+ ICp(xp) + λT1 (x− x1) + · · ·+ λTp (x− xp),

which leads to the dual problem

minimize f ∗ (−
∑p

i=1 λi) +
∑p

i=1 I
∗
Ci

(λi). (24.19)

The dual proximal gradient update with step-size t for each λi is of the form

λ+i = proxtI∗Ci

(
λi + t∇f ∗

(
−

p∑
i=1

λi

))
,
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which requires the proximal operator for the conjugate of the indicator on each convex set.
Via the Moreau decomposition, we see that

proxtI∗Ci

(x) = x− tproxt−1ICi
(x/t)

= x− tPCi
(x/t).

Therefore, computing the action of these proximal operators just requires computing projec-
tions onto Ci, which by assumption is relatively cheap. This leads to the iteration sequence
of Algorithm 4 for the dual proximal gradient algorithm applied to the problem of optimizing
over the intersection of convex sets. Again, this can be accelerated.

Algorithm 4 Dual projected gradient method on example

t← t̃ > 0 //initialize

for i = 1, . . . , p do
λi,0 ← λ̃i

end for
for k = 0, 1, . . . do

x̂← arg minx
{
f(x) + (λ1,k + λ2,k + · · ·+ λp,k)

Tx
}

for i = 1, . . . , p do
λi,k+1 ← λi,k − t [PCi

(t−1λi,k + x̂)− x̂]
end for

end for
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